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Abstract

Routing packets between autonomous systems (ASes) is a veryimportant part of the
Internet. As large networks with many connections to neighbors can become quite
complex, it is impossible for an administrator to verify that routing is operating
correctly by looking into the routers manually. Therefore a more automatic way of
monitoring routing information, which is commonly exchanged through the Border
Gateway Protocol (BGP), is needed.

Therefore we analyze BGP routing information collected from various points in our
network and the Internet. The analysis is needed to gain knowledge on what infor-
mation can be abstracted from the BGP data and how this information will help
us with detecting abnormal behavior in our routing. We also design a system that
automatically collects and analyzes such routing information. It logs abstracted in-
formation and reacts to detection of such abnormal behaviorwith sending alarms via
e-mail. The design is then also implemented and tested in ourAS.
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Chapter 1

Introduction

Before the Internet revolution in the 1990s, communicationand information exchange
was done solely by telephone, radio or TV. Letters were sent through postal services
or faxes transmitted over telephone lines. Today everything can be done "over IP".
The Internet provides a shared environment in which modern technologies enable
people to talk to and see each other, send documents, appointments and greetings
via e-mail or listen to their favorite radio station when the y are thousands of miles
away from home. Even TV programs are broadcasted through theInternet. These
technologies have not only changed people's lives, but evenforced telecommunication
companies to infrastructure changes to cope with rising demands.

The Internet is more than just "a network". It is "the network of networks". One or
more networks under the same administrative control form anautonomous system
(AS). The Internet consists of over 20,000 ASes that maintain connections among
them, but are not fully interconnected. Therefore data transmitted from a network
in one AS to a network in another AS, often traverses numerousASes on it's way to
the destination. Therefore a kind of navigation system is mandatory to know how to
get to a given network (i.e., "which AS does the network belong to and which ASes
must be traversed to get there?"). This is done by so-called routing protocols. The
de-facto standard protocol of today's Internet for exchanging routing information
between ASes is the Border Gateway Protocol (BGP) [8].

Designing networks and ensuring stable routing is not an easy task as previous work
shows [16]. Especially large networks with many connections to other ASes are very
complex in terms of routing because they consist of many routers. Far more aspects
than just basic reachability of other destinations have to be considered. As routing
is a vital task in the Internet, disruptions can cause small parts of the Internet to
become unreachable for some time. Therefore network administrators would like
to know as much as possible about what is happening in their networks. In small
networks, an administrator can to some extent monitor his routers manually. But in
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1.1 Outline

larger networks, a system is required that monitors routers, automatically retrieves
data from them, analyzes the data and alarms an administrator in case a critical
or abnormal situation is detected. This is especially important when routing is not
solely controlled by the administrator, e.g., when an Internet service provider allows
a customer to in
uence routing decisions made for his network.

One objective of this thesis is to design such a monitoring and alarm system, but
this requires profound knowledge of routing data. E�ort have been made to analyze
BGP routing information collected at di�erent vantage poin ts in the Internet. The
challenging part about this approach is that huge amounts ofdata have to be pro-
cessed and gaining information from all the data is quite complex, especially without
inside knowledge of an AS.

In this thesis we therefore take a di�erent approach. We start with monitoring a single
AS and analyze its routing data. We try to understand what kin d of information
we can abstract from the data and how this information will help detect critical or
abnormal situations. We then gain further information by adding an outside view
of the AS. This is done by analyzing only those portions of Internet routing data
that are related to this AS. We then can continue with designing a system that
logs information of special interest and reacts to detection of critical or abnormal
situations with an alarm. We believe that the lessons learned from our alarm system
help identify the root cause of routing instabilities.

1.1 Outline

This work is organized as follows. As some knowledge about the Border Gateway
Protocol (BGP) is needed, we give a brief introduction to BGP in Chapter 2. Fur-
thermore, we describe the attributes found in BGP messages and present an overview
of the so-called BGP decision process.

Next we analyze collected data in Chapter 3. We �rst discuss,where BGP data can
be obtained from. We explain what internal and external sources are and how data
is retrieved from them. Then we focus on the data analysis. This is important as we
need to understand what kind of information can be abstracted from BGP data. The
gained information will help de�ne critical or abnormal events or situations, which
our design will react to. we discuss data statistics and analyze the data of each
source independently. We then compare the data received from internal and external
sources and conclude with what we observed.
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1.1 Outline

Chapter 4 �rst gives an overview of our monitoring and alarm design. We then review
each BGP attribute found in the data and discuss which attributes provide a reliable
source for alarming and logging. Afterwards we describe howin our implementation
data is obtained, converted and imported to a database and processed by the various
components. We also describe how information is abstractedfrom the collected
data, selectively logged and an alarm triggered, if the gained information indicate a
de�ned critical or abnormal situation. We conclude the part by giving an overview
of what information is logged, what alarms have been implemented and when they
are tripped.

We then, in Chapter 5, describe how our system can be con�gured and how it was
tested. We state what in
uence every parameter has and what reasonable values for
each parameter are. We also give an overview of what values were chosen for the AS
monitored in this thesis, before we explain how our design was veri�ed.

Finally, we conclude and present future work in Chapter 6.
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Chapter 2

Background

For this thesis, some knowledge about BGP is required. Therefore this chapter gives
a brief introduction to BGP, describes the attributes found in BGP messages and
presents an overview of the so-called BGP decision process.Most of the information
in this chapter is taken from [18], which also gives a more in-depth introduction to
BGP as well as routing in general.

2.1 Introduction to the Border Gateway Protocol

For two computers on the Internet to communicate, data packets have to be trans-
mitted from the sender's address, its Internet Protocol (IP) address, to the receiver's
address. If sender and receiver are not in the same network, the packets have to be
routed from the sender's network to the receiver's network,which is done by routers.
Therefore every router has to know, to which networks it can forward packets locally
and which networks it can reach through other routers it is connected to. These other
routers are called neighbor routers. Every network is identi�ed by its network pre�x.
From this pre�x the network address range can be derived, from which all computer
addresses connected to this network have to be chosen uniquely. The information
that a certain network can be reached through a certain router is called a route to
the network.

In small networks routing can be done through static routing, i.e., entering the net-
work pre�xes of neighbor routers into a router manually. In l arger networks or when
packets have to be routed from one autonomous system (AS) to another, there can be
more than one path for each packet to reach its destination and not all paths might
be available at all times. So routing can become more or less dynamic, in which a
more automatic way of exchanging routes between routers is required. The protocols
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2.1 Introduction to the Border Gateway Protocol

that achieve this are called inter-domain routing protocols. The de-facto standard
protocol of today's Internet is the Border Gateway Protocol (BGP) [8].

BGP is a variant of the distance-vector protocols, where neighboring routers exchange
link cost information for every route. The distance-metric in BGP is the AS path
of every route, therefore BGP is often called a path-vector protocol. When a router
announces or advertises a route to a router of another AS, this router adds its AS
number (ASN) to the AS path. If every router would announce every route to every
neighbor, the routing table in which routes are stored wouldconsume huge amounts
of memory and would make route lookups extremely slow. Therefore every router
only announces its best route to every destination to its neighbors. The BGP decision
process, which we discuss later in this chapter, determineswhich of all known routes is
best. Furthermore, if an AS (e.g., an ISP) carefully assignsits network pre�xes (e.g.,
to customers), pre�xes can be grouped together, which reduces the total number of
advertised routes. This is called aggregation and is possible when the network pre�x
or network range assigned to an AS is divided into smaller ranges which are used
by the networks of this AS. Figure 2.11 shows that an AS (here: service provider) is
announcing all known routes individually. Aggregation is possible in this situation
because all routes belong to a bigger network range that can also be announced. This
is done in Figure 2.22.

Figure 2.1: Routes announced without aggregation

Figure 2.2: Routes announced with aggregation

1 taken from [18], p.26.
2 taken from [18], p.27.
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2.2 BGP Attributes used in UPDATE Messages

Two routers speaking BGP with another can exchange four types of messages:

� OPEN: Needed in the handshake between two routers to start a BGP session.

� UPDATE: Used to announce a new or changed route through this router or
withdraw a previously advertised route.

� KEEPALIVE: Sent at regular intervals to keep the session opened when no
other messages need to be transmitted.

� NOTIFICATION: Used to terminate a BGP session (e.g. when an error oc-
curred).

After session start, a router sends its best routes to every destination to its neighbor
and vice versa. To minimize messages sent between the two routers, UPDATE mes-
sages are only generated and transmitted when a router's best route to a destination
has changed or the destination is no longer reachable through the router.

2.2 BGP Attributes used in UPDATE Messages

The important message type for this thesis is the UPDATE message and its at-
tributes. Therefore we now take a closer look at them.

Update messages can either contain information regarding anew or changed route
that can be reached through the router sending the update or they inform the neigh-
bor router that the router originating the message no longerhas a path to a given
network and therefore no more packets for this network be sent.

2.2.1 Messages announcing Routes

The following attributes can be found in an UPDATE message announcing a new or
changed route:

� TIMESTAMP

� ROUTER

� ASN

� PREFIX

� AS-PATH
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2.2 BGP Attributes used in UPDATE Messages

� ORIGIN

� NEXT-HOP

� LOCAL-PREF

� MULTI-EXIT-DISCRIMINATOR

� COMMUNITY

� ATOMIC-AGGREGATE

The TIMESTAMP attribute provides information about the up- to-datedness of a
message. It is a numeric value giving the age of a message in UNIX seconds, that is
the number of seconds elapsed since midnight of January 1st,1970.

The address of the router originating the message is saved inthe ROUTER attribute.
This helps identify where a message came from. It must contain one IP version 4 or
6 address.

Like the ROUTER attribute, the numeric ASN attribute is used to identify the origin
of the message, as the router sending the message has to �ll this attribute with the
AS number it belongs to.

One of the most important attributes is PREFIX. It is the iden ti�er of the network
this announced (or withdrawn) route points to. Its value has to be a IP version 4
oder 6 network pre�x.

The AS-PATH attribute is a list of AS numbers. It shows which A Ses have to be
crossed in which order to reach the destination.

From where the originating AS has learned the route is shown in the ORIGIN at-
tribute. Its value is either IGP when learned from an intra-d omain routing protocol
(e.g. RIP [7]), EGP when learned from an inter-domain routing protocol or INCOM-
PLETE in other cases (e.g. static routing).

The address listed in the NEXT-HOP attribute is the address of the router to which
packets for the destination should be forwarded. This address has to be an IP version
4 or 6 address and in certain cases can di�er from the ROUTER attribute (e.g. the
router of a network does not speak BGP and its routes are announced by another
router). An example of such a situation is depicted in Figure2.33. Router C does
not speak BGP, therefore Router A announces the pre�x 138.39.0.0/16 to Router B,
but changes the NEXT-HOP attribute to Router C's address. Router B can now
forward messages to 138.39.0.0/16 directly to Router C.

3 taken from [18], p.47.
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2.2 BGP Attributes used in UPDATE Messages

Figure 2.3: Use of NEXT-HOP when one router does not speak BGP

The LOCAL-PREF attribute has high in
uence on the BGP decisi on process when a
router has learned more than one route to a destination because more than one path
through di�erent ASes exist, but a certain path should be used (e.g. less expensive).
It is a numeric value and routes with higher LOCAL-PREF values are preferred over
routes with lower values.

Like LOCAL-PREF, the MULTI-EXIT-DISCRIMINATOR attribute , sometimes re-
ferred to as MED, also impacts the BGP decision process. It isused when the next
AS in destination direction can be directly reached by more than one way (e.g., two
ASes exchange data over more than one direct link to compensate link failures). It is
also numeric, but routes with lower MED values are preferredover routes with higher
values. Consider Figure 2.44. For internal reasons AS2 would like AS1 to forward
packets destined for AS3 to be sent over Link A and not over Link B. Therefore AS2
sets MED to a value of 10 when announcing AS3's pre�xes over Link A. Over Link B,
AS3's pre�xes are announced with a MED value of 100. As lower MED is preferred,
AS1 will use Link A for AS3's pre�xes.

The COMMUNITY attribute is a more complex and very powerful a ttribute. It is a
string value containing zero or more "ASN:value" pairs. For example, it can be used
in situations where a provider gives customers in
uence on its BGP (e.g., to what
other ASes the route is to announce) or when an AS is giving additional information
about the route (e.g. route belongs to customer). Possible values are de�ned by the
AS o�ering the use of communities and di�er greatly.

The ATOMIC-AGGREGATE attribute is a 
ag. If it is set, the ann ounced route was
formed by aggregating other routes or other routes where aggregated into this route.

4 taken from [18], p.48.
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2.3 Overview of the BGP Decision Process

Figure 2.4: Example of a situation where MED can be used

It tells routers receiving the message that packets sent to subsets of the announced
pre�x may cross ASes not listed in the AS-PATH attribute.

2.2.2 Messages withdrawing Routes

An UPDATE message that withdraws a route contains the following attributes:

� TIMESTAMP

� ROUTER

� ASN

� PREFIX

As can be seen, a withdrawing UPDATE message is much simpler.This is the case
because apart from the always included attributes TIMESTAMP, ROUTER and ASN
the only needed information is the identi�er of the route to w ithdraw, which is saved
in the PREFIX attribute.

2.3 Overview of the BGP Decision Process

In case a router has only learned one route to a particular destination via UPDATE
messages, this route is considered as best route and is propagated to neighbor routers.
Especially when a router has many neighbors there often are more routes pointing
towards the same network, in which case the router has to decide which of these
routes is "best". This is done by an algorithm which takes into account some of the
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2.3 Overview of the BGP Decision Process

attributes assigned to the routes. This algorithm is calledthe BGP decision process
and selects the "best route" in a maximum of six steps:

1. highest LOCAL-PREF value: If a single route has a higher LOCAL-PREF
than every other route pointing towards the same destination, it is selected as
best route.

2. shortest AS-PATH: The next criteria is the AS-PATH attrib ute. The route
with the shortest AS-PATH is preferred.

3. lowest MED value: When two ASes have more than one direct link, each link
is assigned a MED value. The route of the link with the lower MED value will
be chosen.

4. minimum cost to NEXT-HOP: Among two or more routes the rout e is selected
that has the least expensive path to the address given in the NEXT-HOP
attribute.

5. prefer E-BGP over I-BGP: if still no decision has been madeyet, routes learned
by inter-domain routing protocols are preferred over intra-domain routing pro-
tocols.

6. lowest BGP identi�er: The �nal tie-breaking rule selects the route of the neigh-
bor router that has the lowest BGP identi�er. This identi�er is a uniquely
chosen value amongst all neighbor routers at BGP session startup and often is
one of the neighbor's IP addresses.

Since every neighbor router is assigned a unique identi�er,the algorithm will always
terminate as late as step six and select exactly one route, which is considered as the
best route to the destination. Also, usage of LOCAL-PREF hasto be well-considered
because previous work has shown that certain LOCAL-PREF constellations can lead
to unstable routes [14]. And it can override important aspects of the decision process
like AS-PATH length and NEXT-HOP cost and can lead to the selection of long
and/or expensive routes.

10



Chapter 3

Data Analysis

As the second part of the title of this thesis states that we want to design a monitoring
and alarm system for the Border Gateway Protocol, this implies that we have to
analyze available BGP data �rst. What kind of information BG P presents has been
discussed in Chapter 2. We now focus on where data can be obtained from, how
much data has to be processed and we then conclude this chapter with reporting
what observations we have made by looking into the data itself.

3.1 Data Collection Points

The system designed in this thesis is supposed to be used by anAS. All data collected
and obtained from this AS is called internal data and the routers supplying the data
are referred to as internal routers or internal sources. Anyother point providing
information is called an external source.

3.1.1 Internal Sources

The autonomous system, this work is done for, is SpaceNet [12]. Its assigned AS
number is 5539. We are receiving data from a total of �ve routers of SpaceNet each
having a di�erent AS neighbor. These are Cable & Wireless, Deutsche Telekom,
Global Crossing, DE-CIX in Frankfurt and INXS in Munich. We i nstalled a software
that behaves like a router on a computer of our research group. This software router
has BGP sessions running with each of the �ve routers mentioned, which are con-
�gured to forward a copy of each BGP message to our software router sent to their
neighbor AS. Our software router is set to passively listen-only and therefore does
not interact or interfere with normal BGP operations at SpaceNet. An overview of
the internal data collection is depicted in Figure 3.1.
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3.1 Data Collection Points

Note: As Deutsche Telekom does not provide IP version 6 transport in its production
network yet, no updates regarding IPv6 pre�xes will be seen. This may change in
the future.

Figure 3.1: Overview of internal data collection

After the information is gathered by the software router, it can be exported and
saved to disk for further analysis and processing.

3.1.2 External Sources

From the data obtained through internal sources, we know what routes are present
in our monitored network, but we do not know anything about wh at is happening
beyond AS boundaries. Therefore it would be nice to not only rely on the information
gathered inside our AS and have a view showing our AS from the outside. Because
of security measures in BGP, it is not possible to start a BGP session with any
given router on the Internet. The AS operating the router has to explicitly allow
communication with another router.

Fortunately, a lot of ASes allow for example RIPE [9] to collect data for research
reasons at certain Internet Exchanges. The setup is exactlythe same as our inter-
nal data collection. RIPE deploys software routers - they call them Remote Route
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3.2 Data Statistics

Collectors (RRC) - throughout the world that export collect ed data at regular in-
tervals to the RIPE Routing Information Service home page [10]. From there the
exported data can be freely downloaded. As can be seen in Table 3.1 the amount of
information collected at the various locations greatly di� ers.

# IPv4 # IPv6
collector location full feeds full feeds # peerings
RRC01 London 11 5 110
RRC02 Paris 0 0 25
RRC03 Amsterdam 16 11 141
RRC10 Milan 2 1 19
RRC11 New York 8 3 38
RRC12 Frankfurt 11 13 73

Table 3.1: Comparison of some RIPE collectors

3.2 Data Statistics

After having described where BGP updates are obtained from in the previous section,
we now take a look at how much information we can infer from oursources. Primary
focus is update message count and its various aspects. The data given in this section
was collected between June 2006 and February 2007, unless otherwise stated.

First we analyze data received from our internal routers in terms of pre�xes. Fig-
ure 3.2 and Table 3.2 show that IP version 4 (IPv4) as well as version 6 (IPv6) pre�xes
exist in our network. When comparing totals we clearly see more IPv4 than IPv6.
This re
ects the fact that in today's Internet most transpor t is still done according to
version 4 of the Internet Protocol and that not all ASes have deployed version 6 yet.
We also compare the number of currently announced and therefore active pre�xes
with inactive ones, which have been seen at least once in our observation period but
are currently not advertised to the Internet. As both totals are not only similar but
in fact equal, we presume that there is a lot of change in routing information (e.g.
temporary routes). As stated more IPv4 inactive than active pre�xes exist while it is
the other way around for IPv6, which can probably be traced back to the mentioned
fact that IP version 6 is not used by everyone yet.

We have a look at message counts next. As we have seen many inactive pre�xes,
we assume that a lot of updates are exchanged. Figure 3.3 proves this. From our
internal sources we received a total of over 25,000 messagesduring our observation
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3.2 Data Statistics

Figure 3.2: Overview of active and inactive IPv4 and IPv6 pre�xes

# pre�xes IPv4 IPv6 totals
active 52 20 72

inactive 57 15 72
totals 109 35 144

Table 3.2: Counts of active and inactive IPv4 and IPv6 pre�xes

period. This is an average of almost 3,000 messages per month. In other words, we
see slightly less than 100 updates per day which clearly is more than one person can
look into manually. Also, no month is comparable with another as each month's count
varies greatly with the exception of August and September 2006. When considering
absolute minimum value in September 2006 and absolute maximum value in January
2007, we see a variation of almost factor four. Therefore it is not possible to tell how
many updates are to be expected next month.

When breaking the numbers down to router level as done in Table 3.3, we see that
the variation grows. Depending on the router considered a min-to-max factor of
up to almost six can be observed. One of the routers (R46) is sending by far less
updates. As this is the router pointing towards Deutsche Telekom which does not
exchange IPv6 information, this can be considered as normalbehavior. Also, router
R42 generates slightly more messages than the other routers. This has to do with
organizational issues between SpaceNet and Cable & Wireless and need not be ex-
plained any further.

From time to time routers terminate a BGP session and start a new one. This event
is called a session reset. There is some importance of knowing that a session reset
happened. Figure 3.4 depicts the number of updates receivedper day from router

14



3.2 Data Statistics

Figure 3.3: Total updates received per month

R43 in February of 2007. We distinguish between the absolutenumber (red bars) and
the number not counting updates belonging to a session reset(yellow bars). When
considering the red bars only we see two peaks on February 16th and February 27th
indicating possible abnormal behavior. Knowing that a session reset occurred on
February 16th and not accounting updates belonging to it, wesee a fairly normal
message count for that day, as shown by the yellow bar. This would leave only
February 27th as a candidate for abnormal behavior, which isindeed correct.

Finally, we take a look at what can be downloaded from our external source. RIPE
o�ers two kinds of �les: table dumps and updates. Table dumps are exported every
eight hours and re
ect all the information about routes a collector has at that time.
Updates on the other hand only supply information about what has happened since
the previous update and are generated every �ve minutes. To stay up to date with a
collector one can either download a new table dump as soon as it becomes available
or download preferably the latest table dump and apply everyupdate issued since
then.

Table 3.4 summarizes two collectors in terms of how big downloads are and how many
update messages the download contains. Smaller collectors(in terms of gathered
information) like RIPE's RRC10 get within �ve minutes as man y messages as all our

15



3.2 Data Statistics

R42 R43 R46 R196 R219 total avg/day
2006-06 436 756 170 341 375 2,078 69
2006-07 982 845 360 687 679 3,553 115
2006-08 386 369 102 355 341 1,553 50
2006-09 296 383 71 327 310 1,387 46
2006-10 749 556 184 651 553 2,693 87
2006-11 1,274 907 410 840 830 4,261 142
2006-12 1,071 655 400 784 727 3,637 117
2007-01 1,287 1,176 119 1,376 1,357 5,315 171
2007-02 761 382 86 583 499 2,311 83
min-max 4.4 3.2 5.8 4.2 4.4 3.8

Table 3.3: Total updates received per month per router

Figure 3.4: Updates from router R43 per day

internal routers in an average month. The amount of data gathered by a big collector
may pose a problem as analyzing can become quite time-consuming. For example,
one hour of updates of RRC03 supplies more messages than a whole table dump of
RRC10.

Figure 3.5 shows an hourly sum of how many route updates were collected by RIPE's
RRC03 on March 1st, 2007. The majority of downloads contain by far less route
updates than the days hourly average of 720,000. Therefore throughout a day most
analysis can probably be done in real-time. On the other handthere are a few
downloads providing huge amounts of data. Processing thesecan take some time
and will force analysis of newer downloads to be delayed.

16



3.3 Analysis of Message Attributes

table dump table dump updates (avg) updates (avg)
collector download size # routes download size # routes
RRC03 37.4 MB 4 million 350 KB 60,000
RRC10 4.5 MB 500,000 14 KB 3,000

Table 3.4: Download size and route count of two RIPE collectors

Figure 3.5: Hourly sum of RRC03 route updates throughout a day

3.3 Analysis of Message Attributes

In the �nal section of this chapter we now take a closer look at the information
which can be inferred from the attributes in the BGP UPDATE me ssages. This is
particularly interesting as it may provide valuable inform ation for the design of our
system. We make the following observations:

� The ASN attribute of route announcing messages obtained from internal routers
is always 5539. This is correct because we are collecting data from AS 5539
and routers have to �ll the ASN attribute with the AS number th ey belong to,
which in this case is 5539. Therefore the ASN attribute will not provide any
further useful information.

� SpaceNet dislikes the usage of LOCAL-PREF attribute because of BGP's di-
vergence issues. The data collected from its routers so far re
ects this as no
other value of LOCAL-PREF than zero, which is the lowest possible, has been
observed.

� As can be seen in our view of SpaceNet, there are no redundant links to neighbor
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ASes. Therefore only one distinct value in the MULTI-EXIT-D ISCRIMINATOR
attribute of announcing UPDATE messages should exist. In fact this is not the
case. At least one other than the supposed default value has been seen in mes-
sages generated by a certain router regarding IPv6 pre�xes,because a second
router (that we do not monitor) to the same neighbor exists and is preferred.
Therefore our monitored router is announcing all IPv6 pre�xes with a higher
MED value than the second router.

� Some of the routes obtained from our external source at RIPE have a COMMU-
NITY attribute with an empty string value. As it is up to every AS to decide
if COMMUNITY attributes are used and/or propagated to its ne ighbors, we
cannot expect every route to have COMMUNITY values present.

Aside from looking at each data source and its information independently, we compare
the information announced by SpaceNet to the Internet with the information collected
from our external source. This also leads to some observations:

� Most of the pre�xes announced to SpaceNet's neighbors can bedirectly found in
the data collected by RIPE. Other pre�xes represent only subnets of networks
found in the collector, which means that they were aggregated by some AS
on the path. While this is perfectly normal in BGP, it shows th at a simple
comparison of internally and externally collected pre�xesmay not be su�cient.
Depending on the number of peerings of the external collector, there may be
internally observed pre�xes that do not show up in the data of the chosen
collector - neither directly nor by means of aggregation.

� The AS-PATH list collected by external sources of pre�xes a�ected by aggrega-
tion may be incomplete. This lies in the nature of aggregation and is commonly
the case when two or more pre�xes with di�erent AS-PATHs have to be aggre-
gated.

� As already stated not all routes have COMMUNITY values. But even if the
attribute is non-empty, it is often heavily �ltered dependi ng on where in the
path which ASes have propagated what values and what not.
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Chapter 4

Design of a BGP Monitoring and Alarm
System

In the previous chapter we have described from where and how we obtain our data.
Also we have analyzed the data in a general way. We now continue with designing
our monitoring and alarm system.

First we give an overview of what our system is capable of. Then we discuss the BGP
attributes in respect of usefulness to our system. Softwarerequired by our design is
listed in the following section before we describe what the components of our system
do and which information our database tables hold. Finally we conclude by giving
an overview of what alarms have been implemented and how a daily summary may
look like.

4.1 General Overview

In this section we give a general overview of our design. The main idea is to monitor
routers as they provide information towards the Internet. Among other things, we
keep track of what pre�xes are announced to neighbor routers, how many updates
are generated and how often session resets happen. Furthermore, we compare our
internally obtained data with the information available fr om our external sources
at RIPE. We can for example check if all announced pre�xes areseen by RIPE's
collectors.

With all this information at hand, we can de�ne abnormal, cri tical or otherwise
unwanted situations and generate an alarm when such a situation occurs. This can,
for example, be a router showing abnormal behavior by havingtoo many session resets
or generating more updates than usual. But also warning the administrator that an
announced pre�x is not seen on the Internet can be de�ned as analarm. Another
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aspect is collecting non-critical but possibly interesting information throughout a
day and providing the administrator with a daily overview of what happened. These
events could include for example a router announcing a new pre�x or change in one
of the BGP attributes (e.g. community).

4.2 Useful BGP Attributes

Apart from statistically arisen data, we mainly derive info rmation from the attributes
of BGP UPDATE messages. Therefore we now focus on each attribute and review if it
helps identify alarms or provides possibly interesting information. Furthermore some
attributes only provide useful information when generatedby an internal respectively
external source. A summary of all results is given in Table 4.1.

internal external
attribute source source
TIMESTAMP yes yes
ROUTER yes yes
ASN no no
PREFIX yes yes
AS-PATH no yes
ORIGIN no no
NEXT-HOP no no
LOCAL-PREF no no
MULTI-EXIT-DISCRIMINATOR no no
COMMUNITY yes no
ATOMIC-AGGREGATE no no

Table 4.1: Overview of usefulness of attributes

The TIMESTAMP attribute reveals how old the information abo ut a route is. As it
is the only way for determining a route's age, we need this attribute in any case.

The ROUTER attribute is interesting because it tells us who announces the (internal)
route and where the (external) route is seen.

As already stated in Chapter 2 the ASN attribute obtained from internal sources
provides no useful information. In external context ASN supplies information similar
to the ROUTER attribute. Therefore we do not analyze it.

The most important attribute is PREFIX. It is the identi�er o f every route and
therefore needed by our system.
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AS-PATH is only useful when obtained from an external sourcebecause it provides a
view of the announced route from the Internet. If the route points towards our mon-
itored AS, its AS number should be found in the AS-PATH. From internal sources,
we mostly see our own AS number as the route is originated by our monitored AS.
In case a customer has an own AS number, its ASN is also shown inthis attribute.
As this is not helpful in determining whether an alarm as beentripped or not, we
choose not to analyze the AS-PATH attribute from internally generated messages.

The ORIGIN attribute is also useless for our system, as we arenot interested in from
where a router has learned about the route.

For our internal sources, the NEXT-HOP attribute is always equal to the ROUTER
attribute as all routers announcing routes speak BGP themselves. Therefore it pro-
vides no useful information. For externally obtained messages, we also do not see
the need to analyze NEXT-HOP as it provides similar information as the ASN and
ROUTER attributes.

As also already mentioned in Chapter 2 LOCAL-PREF is not used by SpaceNet.
From external sources the attribute shows which value was used by the AS from
where RIPE collected the route. In both cases we do not see this attribute as being
very useful.

None of the situations where the MULTI-EXIT-DISCRIMINATOR plays an impor-
tant part are given in our view of SpaceNet. And if one of the ASes sharing informa-
tion with RIPE is in such a situation, is also not of our interest. Therefore we choose
not to analyze the MULTI-EXIT-DISCRIMINATOR attribute.

A particularly interesting attribute is COMMUNITY. Unfort unately we have seen
updates with an empty value on messages from our external source and can therefore
not use the attribute in this context. But in internal contex t it plays an important
part of our system as SpaceNet allows its customers to use COMMUNITY values to
control certain aspects of BGP. Keeping track of these values tells us when a customer
changes BGP behavior of his pre�xes. We de�nitely need this attribute, but only for
internally obtained messages.

The ATOMIC-AGGREGATE attribute also provides no further in formation. If the
route has been aggregated by SpaceNet or not, is not in our interest as we want to
know what happens to the route outside of SpaceNet. In external context we also
do not need this information. If we �nd an exact match for an in ternally announced
pre�x in the externally collected data, we know no aggregation was done to our
pre�x. If not, we have to check for aggregation anyway. Therefore the attribute is
not needed by our system.
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4.3 Hardware and Software Requirements

Before we take a look at the implementation we now turn to hardware and especially
software requirements of our system.

The system is designed on an AMD Athlon XP 2400+ with 1GB of memory running
Debian 3.1 stable with kernel 2.6.17. But every comparable computer system running
a UNIX/Linux operating system will do �ne. The only issue is C PU performance as
aggregation checks can become time-consuming. Therefore amodern CPU should be
chosen.

On the software side there are some requirements. For data collection from internal
routers we need the software router Quagga [6] and bgpdump [1]. Quagga is a software
router suite consisting of a daemon for every routing protocol used, which in our case
is bgpd, and a core component calledzebra . The software router has to be set up
to peer with every router which is to be monitored, must not announce any routes
to those routers. Furthermore, all collected updates have to be exported at a regular
interval to some directory. The interval used in this work is �ve minutes. bgpdump
is needed to convert the exported updates from their binary to a machine-readable
format. The software versions used were Quagga 0.99.4 and bgpdump 1.4.

As data storage we choose a database as they provide a well-documented and com-
fortable way of storing and retrieving information from var ious programming and
scripting languages. For this work we choose MySQL [3] version 4.1, but the system
can be used with any SQL compliant database with some minor modi�cations.

The system is written in Perl [4] version 5.8.4, a dynamic programming language,
because of its strength in string processing, mainly used inparsing the output of
bgpdump, and its well-known and extensively documentedDBI module, which pro-
vides an interface to SQL databases. We also require that theNet::IP module be
installed, as it o�ers numerous functions on IP addresses and pre�xes. The Perl
modules can be downloaded at the Comprehensive Perl ArchiveNetwork (CPAN)
home page [2].

For downloading table dumps and updates from RIPE and sending e-mails we rely
on commonly used command line tools from thewget and mailx packages. They
normally are included in the UNIX/Linux operating systems.
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4.4 Implementation

The rest of this chapter covers various aspects of our implementation. We start by
giving an overview of what tasks have to be performed by our system and which
programs it consists of. We also describe what every programdoes, when or how
often it is run and which database tables it needs or modi�es.We then explain how
our data storage is organized and describe which purpose every database table has,
what kind of information is stored in them and when they are accessed. In the �nal
section we conclude with an overview of what alarms have beenimplemented yet,
how and when they are triggered and give some examples. Furthermore we show
what information can be logged and how it is presented.

4.4.1 Description of Programs

We now focus on what tasks have to be performed and what steps need to be taken.
A task that has to be done on a regular basis, is importing and processing data.
As a �rst step, our system has to retrieve the data collected by our sources. For
external sources we have to download the latest available data from the RIPE RIS
home page. No special action is needed for internal sources,as the software router
collecting data from our internal routers is running on the same computer and we can
directly access its exported data. The next step is to convert the data from its binary
format to a machine-readable form for importing. Then importing is done by parsing
the converted data and saving it in our data storage. Afterwards we have to process
the imported data. We run some statistics, check if information, we are interested in,
needs to be logged, and send a warning e-mail in case an alarm is tripped. This task
is done independently for each of our two sources. This helpskeeping the complexity
of the programs' source code low and provides 
exibility on how often to run the
task for each source. Importing and processing is also done in separate programs
for each source. This also helps reducing code complexity and guarantees that all
data is at least imported even when an error in processing occurred. The imported
but unprocessed data will then be analyzed when the processing program is executed
during the next interval. The programs import.pl and process.pl are run for
internal sources whileimport_ext.pl and process_ext.pl are needed for external
sources.

Another task has to be performed once every day. It creates a daily summary from
the information logged throughout the day and adds some statistical data about the
pre�xes and routers of the monitored AS to it. The daily summary is then sent via
e-mail. The other important part about this task is cleanup. It has to arm tripped
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alarms, reset the log and purge no longer required data. The program performing
this task is named process_daily.pl .

All con�gurable parameters of this system and commonly usedsubroutines are saved
in an additional �le named conf.pl . We discuss the parameters and their values for
SpaceNet in Chapter 5.

import.pl

The import.pl program's main task is to parse updates converted bybgpdumpand
to insert the data to our database for further processing. Itmust be run at the same
interval at which our software router exports its data.

At program start, import.pl builds a list of available data �les in the directory
where our software router exports to. For each of these �les the following steps have
to be taken: First the �le is converted to a machine-readable form by bgpdumpand
its output - one line for every route announced or withdrawn - parsed. The route
is hereby split into its BGP attributes. The route and attrib utes are then imported
to the database by inserting them into the history table and marking them as
unprocessed. After all routes have been inserted to the database, the export �le is
deleted. The program terminates after all �les in the list have been imported.

process.pl

process.pl is run immediately after import.pl terminates. It processes new routes
inserted into the database by import.pl and hereby modi�es the router_status
and prefix_status tables. It also runs a series of checks on pre�xes and routersto
determine if a log entry is needed or an alarm has been tripped.

In the �rst part of the program every router having unprocessed routes is considered.
First, if the router is not in the router_status table, it is new and has to be added to
the table. A log entry is also created stating that a new router has been found. The
router is checked for session resets next. A session reset inour design is when more
routes to pre�xes seen by this router have to be processed as acon�gurable percentage
of all pre�x known to this router until now. If a session reset is detected, the present
date and time is recorded as time of last session reset in therouter_status table.
Also a counter for session resets in that table is incremented and a log entry for the
session reset on this router created. If the session reset counter exceeds a con�gurable
limit, an alarm is tripped and a warning message is sent (if this alarm has not
already been tripped throughout the day) and a log entry created. If a session
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reset is not detected, the number of routes to be processed isadded to a counter
in the router_status table. This counter re
ects the number of updates to routes
generated by the router and is used in theprocess_daily.pl program to calculate
an average of updates per day. The counter is compared with this average and if the
counter exceeds it by a con�gurable factor, a warning message is sent (if none has
been sent throughout the day) and a log entry is created stating that this router is
generating too many updates.

The second part of the program checks the time of last sessionreset for every known
router. If this date lies further in the past than a con�gurab le limit and no warning
message about this has been sent before, a message is sent anda log entry is created.
This is done to inform the administrator that a router is presumed inactive and will
be removed from the database soon.

The third part deals with the unprocessed routes themselves. If the pre�x advertised
in the route is totally new (i.e., it is not found in the prefix_status table), the
pre�x is inserted into the helper table prefix_new which is used byimport_ext.pl .
If it is only new to the router, a log entry is created stating t hat this router is
advertising this new pre�x. Next, the route is checked if it i s an announcement or
a withdrawal. In any case the prefix_status table is updated with new values
supplied by the BGP attributes assigned with the route and the route is marked
either as announced or withdrawn. If the route has been announced, the community
attribute is compared with its value before the update. If changes are found, the
removed or added community values are logged. If no change was detected, the route
has to be checked for announcement repetition. If announcement repetition has not
been detected previously (i.e., in a con�gurable interval) and a con�gurable number
of latest announcements received in a con�gurable intervaldo not di�er in any BGP
attribute beside timestamp, a log entry is created and a warning message sent (if none
has been sent throughout the day). If the route has been withdrawn, it is checked
for withdrawal repetition. This is done analogous to announcement repetition except
for attribute comparison. If the route is not showing repetitions, it is checked for
alternating announcements and withdrawals. If this has notbeen detected previously
(i.e., in a con�gurable interval) and a con�gurable number o f latest updates received
in a con�gurable interval show alternation of announcements and withdrawals, a log
entry is created and a warning message is sent (if this alarm has not already been
tripped throughout the day). In the �nal step the route is mar ked as processed.
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import ext.pl

import_ext.pl main task is downloading the latest available data from our external
sources and inserting it into the database for further processing. The program can be
run at any interval and we choose the same interval at which RIPE o�ers new data on
its home page (i.e., every �ve minutes). We have to make sure,that only one instance
of this program runs at the same time as the program has to decide which data to
import and the therefore necessary aggregation checks can be time-consuming when
a lot of new data is to be considered.

Therefore in the �rst part of the program, a lock has to be acquired. As there are
no two instances ofimport_ext.pl starting at the same time, but only one instance
having to check if another instance is already running, a simple locking technique is
su�cient. The program queries the locks table for an entry import_ext . If it is
found, another instance is already running and the program terminates immediately.
If not, the program inserts such an entry into the table.

Next it queries the prefix_new table. If the table has entries, the program continues
in rebuild mode. Furthermore the prefix_cache_ext table needs to be modi�ed.
prefix_cache_ext "caches" which of the pre�xes found in previous imports were
needed and which not. All entries of this table are deleted that have pre�xes that
were not needed until now and that any of the new pre�xes ofprefix_new can be
aggregated in. Finally the prefix_new table is emptied.

In the next step the last imported table dump and the last imported update is re-
trieved from collector_state . If one of the values is missing, the program continues
in rebuild mode.

If the program is running in rebuild mode, the last imported t able dump and update
are removed from thecollector_state table and prefix_status_ext is emptied.

Next part of the program is the download phase. In rebuild mode the latest avail-
able table dump and all available updates since the table dump are downloaded. If
not in rebuild mode, only the available updates since the last imported update are
downloaded.

To minimize the number of needed aggregation checks and to speed up import,
the program builds up a cache reusing the results of the previous import stored
in prefix_cache_ext . All previously not needed pre�xes are cached as not needed,
previously needed pre�xes are cached as needed. Furthermore, all our pre�xes in
prefix_status are added to the cache as needed.
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In the next part for each downloaded table dump and update thefollowing steps have
to be taken: First the downloaded �le is converted to a machine-readable form by
bgpdumpand its output - one line for every route announced or withdrawn - parsed.
The route is hereby split into its BGP attributes. The pre�x o f every route is checked
for a cache hit. If a cache hit is not found (i.e., the route is new), the pre�x has to be
checked if one of our own pre�xes can be aggregated into it. Ifthis is the case, the
pre�x is needed. The result is saved toprefix_cache_ext for future use. If the route
is needed, determined either by a cache hit or by the aggregation check, the route's
values in prefix_status_ext are updated by the values supplied by the route's
new BGP attributes. If the route is withdrawn, the entry in prefix_status_ext
is deleted instead. Finally, the last imported update (or last imported table dump
respectively) is updated to the name of the downloaded �le and the �le is deleted
from disk.

The �nal step is releasing the held lock, which is done just before program termina-
tion.

process ext.pl

process_ext.pl is run immediately after import_ext.pl terminates, but only if
import_ext.pl was able to acquire the lock. Otherwise changes done by a still
running import_ext.pl instance have not been completed yet.

After program start the prefix_status_cache table is emptied as it is �lled up with
new values in the next part. The table holds information about how many internal
routers announce a pre�x and how many routers at external sources "see" the pre�x
on the Internet. It is mainly used for the daily summary.

The program continues with taking the following steps for all of our pre�xes found
in prefix_status : First it checks how many internal routers announce this pre�x
towards the Internet and saves the number as internal count.Then it checks for every
router found in prefix_status_ext (i.e., external router) if a route exists with the
same (external) pre�x as our (internal) pre�x. If one exists , its AS path is checked for
our con�gured AS number and a counter is incremented accordingly. This is either
the counter re
ecting how often our AS is used as main path to the network (i.e., our
ASN was found in the AS path) or the counter re
ecting how often our AS serves
as a backup path (i.e., our ASN was not found in the AS path). If no route exists
with matching pre�xes, we have to check for possible aggregation. Of all (external)
pre�xes that our (internal) pre�x can be aggregated into, we choose the one with the
longest pre�x match. We then check the AS path analogous to the previous case.
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The counters di�er from the previous case as we distinguish between information
obtained through direct-matching and aggregated pre�xes. In the next step the
program inserts our pre�x and all �ve counter values into prefix_status_cache .
Finally, the counters, excluding internal count, are checked for equality with zero. If
this is the case, our (internal) pre�x is not seen by any external router - neither the
pre�x itself nor any aggregated form. Furthermore, if a con� gurable time limit has
passed since the latest announcement by one of our internal routers and a warning
message has not been sent today, a warning message is sent anda log entry created.

process daily.pl

The process_daily.pl program is run every day shortly after midnight. Its main
tasks are sending the daily summary and performing cleanups.

In the �rst part of the program, the daily summary is assembled and sent. Therefore
every log entry is read from the log table and added to the e-mail. Afterwards,
the log table is emptied. Next our routers are considered. For everyrouter a new
average number of updates is calculated. Also a line is add tothe daily summary
for each router showing update and session reset counts, thenew updates per day
average, when the last session reset occurred and the numberof pre�xes the router
is announcing towards the Internet. Then the new average is written to the database
and the counters reset to zero. All these operations involvethe router_status table.
The �nal step of this part is done for every of our pre�xes: A li ne is added to the
daily summary showing each pre�xes internal count (i.e., how many internal routers
announce this pre�x) and its four counters re
ecting how the pre�x is seen on the
Internet. Afterwards the daily summary is sent.

In the second part the following cleanup steps are performed: First all warnings are
reset that are only sent once a day. Afterwards all entries inthe history table
exceeding a con�gurable age limit are deleted. Next all routers having a last session
reset date also exceeding a con�gurable age limit are deleted from the router_status
table and associated pre�xes deleted from theprefix_status table. Then all pre�xes
are deleted fromprefix_status when the last announcement or withdrawal is older
than a con�gurable limit. If any pre�xes were deleted from th e prefix_status in the
two preceeding steps,prefix_cache_ext needs to be cleaned up as well. (External)
Pre�xes neither directly matching any of our (internal) pre �xes nor having one of
our (internal) pre�xes aggregated into them, can be deletedfrom prefix_cache_ext
and prefix_status_ext in case they are marked as needed in theprefix_cache_ext
table. The program terminates after this �nal step.
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4.4.2 Overview of Database Tables

This section gives an overview of how our data storage is organized. We name every
table and describe what its main purpose is, which data it holds and what programs
perform operations on the table. As we save the complete state of our system only
in the database, some helper and state-keeping tables are required.

history

The history table stores the raw information collected by our routers. This includes
the routes themselves, assigned BGP attributes and when theroute was added to the
database. The table is mainly used byprocess.pl to update other tables. Data is
inserted into this table by import.pl and purging is done byprocess_daily.pl .

router status

router_status holds status information for every known (internal) router : counters,
last session reset date and a long-term average of updates counted. All of these values
help to identify if a warning message needs to be sent. The table is frequently queried
and modi�ed by process.pl . Some of the information in this table is presented in
the daily summary by process_daily.pl .

pre�x status

Analogous to router_status this table stores data regarding our pre�xes. This in
general is the latest announcement or withdrawal found inhistory for every router
and pre�x. Furthermore, a list of currently announced or wit hdrawn pre�xes can be
generated from this table, which is needed byimport_ext.pl and process_ext.pl .
The table is mainly used by process.pl and certain values play an important part
in our alarm and log design (e.g., checking new and last-known community attribute
for changes). Finally, some statistics on pre�xes of this table are presented in the
daily summary by process_daily.pl .
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pre�x status ext

The prefix_status_ext table is very similar to prefix_status , except it holds
information seen by external sources about (external) pre�xes we have determined
to be needed (e.g., for aggregation checks). The data is updated by import_ext.pl
whenever new information is available at the external sources and no longer needed
data is deleted from this table by process_daily.pl . The information is mainly
used by process_ext.pl to build some statistics on how often our AS is used as
backup path and to check if all our (internal) pre�xes are seen on the Internet. It
therefore also plays an important part in our alarm design.

pre�x status cache

prefix_status_cache is a helper table and stores the statistics built by the last run
of process_ext.pl . The statistics provide a view of every pre�x from the Intern et
and are added to the daily summary byprocess_daily.pl .

pre�x cache ext

prefix_cache_ext also is a helper table. It caches for every pre�x seen by the
external sources if the information provided by the pre�x and its attributes is needed
by our system or not. import_ext.pl heavily relies on the cache, as it accelerates the
import task. The cache is also checked byprocess_daily.pl for no longer needed
entries.

collector state

The collector_state table is exclusively used byimport_ext.pl . It stores what
the last imported table dump and update from the external sources was. They are
needed to determine if new information is available or not.

pre�x new

prefix_new is required because we keep all state only in the database. Itis a helper
table used byprocess.pl to notify import_ext.pl of new pre�xes.
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log

The log table is used by all programs. Whenever an alarm is tripped orpossibly in-
teresting information needs to be logged, an entry is created in this table. The entries
collected throughout the day are added to the daily summary and then deleted.

warnings

The warnings table is queried by all processing programs to determine if awarning
message of a certain type has an entry in this table and has already been sent in the
past. Most warnings are reset byprocess_daily.pl at the end of the day.

locks

locks also is a helper table used exclusively byimport_ext.pl . With the state kept
in this table, import_ext.pl can determine if it is the only instance running or if it
must terminate immediately.

4.4.3 Alarms and Daily Summary

The �nal section of this chapter focuses on alarms and their warning messages. Fur-
thermore we discuss what information is logged and presented in a daily summary.

An alarm is tripped when a previously de�ned abnormal, criti cal or otherwise un-
wanted situation occurred. The administrator is informed hereof by a warning mes-
sage which is sent in the form of an e-mail. We do not use the body part of the e-mail.
Instead the subject contains the necessary information andallows the administrator
to be informed faster as only a short look at the preview pane of the e-mail client is
su�cient. The following alarms have been de�ned and implemented:

� SESSION RESET COUNT: Whenever a session reset occurred, a per-router
counter is incremented. If more session resets have occurred than a con�gurable
limit, this alarm is tripped. An example of a warning messagesent can be seen
in Figure 4.1.

� UPDATE COUNT: Analogous to SESSION RESET COUNT, a per-route r
counter is incremented for every announcement or withdrawal (not counting
those belonging to a session reset). If a con�gurable limit is exceeded, the
alarm is tripped and a warning message sent.
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From: BGP Monitor <bgpmon@net.in.tum.de>
Subject: bgpmon: router 193.149.44.42 exceeded session re set count threshold

FYI

Figure 4.1: Example of a warning message when a router has too many session resets

� SESSION RESET AGE: For every router the date and time of its last session
reset is stored. The alarm is considered as tripped when thislast session reset
lies further back in time than a con�gurable limit.

� REPEATING UPDATES: This alarm informs the administrator ab out a router
generating "unnecessary" updates. If in a con�gurable interval a con�gurable
number of withdrawals are generated without at least on announcement in
between, the alarm is tripped. For announcements the alarm may only be
tripped if all considered announcements do not di�er in at least any attribute.

� ALTERNATING UPDATES: Similar to REPEATING UPDATES, a con�g -
urable number of lately received updates in a con�gurable interval are checked
for announcements and withdrawals in alternating order. If this is the case, the
alarm is tripped and a warning message sent.

� NOT ON COLLECTORS: This alarm is triggered whenever a (inter nal) pre�x
is not seen on the Internet, i.e., the pre�x is not found in the data collected
at the external sources. Since route propagation through the Internet takes
some time, the alarm is not send immediately, but a con�gurable interval is
waited before rechecking the pre�x and possibly sending thealarm. A example
message can be seen in Figure 4.2.

From: BGP Monitor <bgpmon@net.in.tum.de>
Subject: bgpmon: prefix 2001:608:6::/48 not on collectors

FYI

Figure 4.2: Example of a warning message when a pre�x is not seen on the Internet

The daily summary is also sent via e-mail. It contains some information about the
monitored routers and pre�xes, but also presents the information that has been logged
throughout the day. A log entry is created by our system, when:

� an alarm is tripped.

� an update from a new router is received.
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� a router has a session reset.

� a new pre�xes is announced by any router.

� a change in a route's community attribute is detected (removed values are
su�xed with (-) and new values with (+) ).

An example of a daily summary containing some of these log entries can be seen in
Figure 4.31.

1The �elds of each row are separated by tabulators and are not correctly depicted in this �gure.
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From: BGP Monitor <bgpmon@net.in.tum.de>
Subject: bgpmon: daily summary

timeline
========
06:13:42 session reset on router 193.149.44.42
06:42:11 session reset on router 193.149.44.42
08:06:58 session reset on router 193.149.44.42
08:06:58 router 193.149.44.42 exceeded session reset coun t threshold
12:37:21 new prefix 62.208.224.184/30 on router 193.149.4 4.43
13:01:35 session reset on router 193.149.44.42
16:24:01 router 193.149.44.219 exceeded update count thre shold
16:24:03 router 193.149.44.196 exceeded update count thre shold
21:50:17 session reset on router 193.149.44.42

router status
=============
193.149.44.196: 78 updates (17.1/day) 0 session resets (la st 2007-02-07 22:20:16)
46 prefixes
193.149.44.219: 78 updates (16.0/day) 0 session resets (la st 2007-01-27 15:10:16)
46 prefixes
193.149.44.42: 15 updates (19.8/day) 5 session resets (las t 2007-03-01 21:50:17)
72 prefixes
193.149.44.43: 8 updates (10.9/day) 0 session resets (last 2007-02-15 05:10:16)
46 prefixes
193.149.44.46: 0 updates (2.2/day) 0 session resets (last 2 007-02-26 11:00:17)
26 prefixes

prefix status
=============
62.208.31.12/30: on 1 router 0-0 (0-17) at collectors
62.208.31.16/30: on 1 router 0-0 (0-17) at collectors
62.208.224.184/30: on 1 router 0-0 (0-17) at collectors
81.91.160.0/20: on 5 routers 5-18 (0-0) at collectors
96.0.16.0/20: on 5 routers 20-0 (0-0) at collectors
134.247.0.0/16: on 5 routers 10-12 (0-0) at collectors
[...]
2001:1688::/32: on 4 routers 11-1 (0-0) at collectors
2001:1a28::/32: on 4 routers 4-8 (0-0) at collectors
2a01:78::/32: on 4 routers 0-11 (0-0) at collectors

Figure 4.3: Example of a daily summary
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Chapter 5

System Con�guration and Tests

As mentioned in the preceding chapter, the system has con�gurable parameters that
control certain aspects of the system's functionality (e.g., when an alarm is triggered).
We focus on these parameters in this chapter. We start with giving an overview of
what parameters exist and what values were chosen for each parameter to �t with
SpaceNet. We then focus on the parameters themselves. We describe what in
uence
each parameter exactly has and explain what reasonable values are. We conclude with
how our system was tested, as parameters play an important part in veri�cation of
our design.

5.1 Parameter Setup for SpaceNet

An overview of which parameters exist and what values are used in this thesis for
SpaceNet, is given by Table 5.1.

5.2 Con�gurable Parameters

The designed system is supposed to assist the administratorin daily work and not
make the job more complicated. Therefore it is important to choose reasonable values
for each parameter. A setup with poorly chosen parameters can render the system
useless. For example, if alarms are tripped too frequently and the system sends too
many messages, the administrator will stop reading e-mailsafter some time. On
the other hand, if parameters are chosen too loosely, critical situations will not be
detected by the system. Therefore we now focus on each parameter, describe its
in
uence on our system and discuss what reasonable values are.
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parameter [unit] value
router sessionresetage [days] 365
router sessionresetpurgeage [days] 396
router sessionresetannounce 0.75
router sessionresetnums 2
router updates factor 3
router updates min 3
router updates history [days] 31
pre�x altrep altnums 4
pre�x altrep repnums 3
pre�x altrep checkint [hours] 3
pre�x altrep ignoreint [hours] 1
pre�x announcedelay [minutes] 60
pre�x history age [days] 365
pre�x pre�xstatus age [days] 31

Table 5.1: Overview of parameters and their values for SpaceNet

The router_sessionreset_age and router_sessionreset_purgeage parameters
play an important part if a router's last session reset datesback quite some time.
When the time limit de�ned by router_sessionreset_age is exceeded, a warn-
ing message is sent. The router is removed from the database when the limit de-
�ned by router_sessionreset_purgeage is exceeded. As routers sometimes do
not have session resets that often and the extra data does nothave a signi�cant
impact in system performance, higher values are preferred over lower values. Any
number of days in the range of six months to two years are reasonable. If used
with caution, values as low as three months might also be possible. Normally
router_sessionreset_purgeage is assigned a higher value by some days or weeks
compared to router_sessionreset_age , which gives the administrator some time
to react to the warning message in case the router is not "old"and its session resets
have not been detected properly. During the time of this thesis, we do not want any
router to be deleted from our database. Therefore we choose fairly high values of one
year and one year plus one month respectively.

router_sessionreset_announce in
uences session reset detection. If a router re-
announces more routes than this percentage of previously announced routes, the
router is considered to have a session reset. Normally most routes are indeed re-
announced after a session reset, but depending on the total number of routes known,
a few not re-announced routes can result in a high percentage. Therefore the fewer
routes are announced, the lower this value must be chosen. Ifthe value is chosen too
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low, changes in routing information can be mistakenly detected as a session reset.
Reasonable values for this parameter therefore are 66% to over 90%. One router at
SpaceNet announces fewer routes than the other routers, so we choose a fairly low
value of 75%.

router_sessionreset_nums re
ects normal behavior of a router in terms of session
resets per day. A warning message is sent when a router is having more session resets
than this parameter's value. It can be chosen to the administrator's liking. A value of
zero will inform the administrator when the �rst session reset of each day is detected.
In case the administrator is not interested in the session reset alarm, a high value
around seven to ten can be chosen. As we experiment with the software router and
our system, we sometimes deliberately force the routers to reset their BGP sessions.
So we de�ne two session resets per day as normal behavior.

The router_updates_factor and router_updates_history parameters in
uence
detection if a router is generating too many announcements and withdrawals. To
determine how many updates are considered as normal behavior, an average over
router_updates_history of days is calculated. We advise to choose a medium-term
interval of at least seven days or a long-term interval of up to one month to produce a
fairly stable average. If a router generates more updates than its average multiplied
with router_updates_factor , this is de�ned as abnormal behavior and the alarm is
tripped. If the updates counted every day do not vary greatly, a fairly small factor of
1.5 to 2 is reasonable. The more they vary, the higher this factor has to be chosen. For
SpaceNet, we choose a long-term value like one month forrouter_updates_history
as update counts do vary. We also choose a higherrouter_updates_factor value
of three.

One router at SpaceNet shows totally di�erent behavior throughout a month in terms
of updates per day, that it cannot be su�ciently monitored to generate a reliable
alarm. Therefore the router_updates_min parameter de�nes how many updates
in average a router has to generate in order to provide reliable values for behavior
classi�cation in terms of updates per day. This particular router averages at around
2.2 updates per day, we therefore choose a value of three for this parameter.

The following parameters in
uence detection of repeating updates or alternating an-
nouncements and withdrawals:prefix_altrep_altnums , prefix_altrep_repnums ,
prefix_altrep_checkint and prefix_altrep_ignoreint . When a route update is
received, all other updates regarding this route received in the interval de�ned by
prefix_altrep_checkint are considered. The repeating update check requires the
number of updates given by theprefix_altrep_repnums parameter. If in the given
interval the given number of withdrawals have been received, repeating updates have

37



5.2 Con�gurable Parameters

been found. This also happens for announcements, when the given number of an-
nouncements have been received and they do not di�er in any BGP attribute besides
their timestamps. An alarm is sent only once a day for every pre�x, and a log entry
is only created, when the last log entry is at leastprefix_altrep_ignoreint hours
old. The interval de�ned by prefix_altrep_ignoreint can be chosen to the admin-
istrator's liking, depending on how many log entries the administrator likes to have
in the daily summary. prefix_altrep_repnums must have a value of at least two,
but we advise to choose a value greater than two, because if two session resets hap-
pen in the given interval, all re-announced routes seem to have repeating updates.
The prefix_altrep_checkint parameter normally only needs to be changed if a
router is sending repeating updates in long intervals. We recommend a value of three
hours. For alternating updates, the only di�erence to the repeating updates check is,
that prefix_altrep_altnums are needed instead. This gives the administrator the

exibility to �ne-tune each check independently or to disab le one check by choosing
a high required updates value.prefix_altrep_altnums require values greater than
one and we advise to choose a value of at least three, as a routewithdrawn and
then announced (e.g., with some attribute changed) would seem to have alternating
updates.

The prefix_announcedelay parameter de�nes the time waited before a newly an-
nounced route is checked if it can be seen on the Internet and an alarm possible
triggered. As route propagation requires some time, choosing this value too low will
cause false alarms. Every value greater than 20 (minutes) isreasonable and depends
more on the administrator's liking. For this thesis, we choose a fairly long delay of
60 minutes.

prefix_prefixstatus_age de�nes the time after which a route that is not an-
nounced any more, is removed from the database. This is important, as aggregation
checks have also to be done with these not re-announced routes, because the routes
could be only temporarily down. Therefore keeping too many routes has a negative
in
uence on performance. On the other hand, deleting a routetoo early from the
database will lead to a "new pre�x" entry in the log when it is r e-announced. There-
fore choosing a lower value for this parameter is preferred over higher values. A value
in the range of two weeks to two months is reasonable.

The prefix_history_age parameter in
uences how much (route) history is saved.
All routes having older timestamps than this parameter's value are deleted from
the database. It only has minor implications on performance, but in
uences how
much space is needed on disk, as the data has to be stored by thedatabase. Rea-
sonable values mainly depend on how much disk space is available, but database
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performance may su�er when too much history is held. It also is up to the admin-
istrator to decide how much history he prefers. Therefore values from one month
to many years are acceptable. As already mentioned in the description of the
router_sessionreset_purgeage parameter, we do not want important information
to be deleted during the time of this thesis, so we choose one year as parameter value.
This value has led to disk usage of less than four megabytes for the database table
storing the history and no noticeable performance loss.

5.3 System Tests

In the �nal section of this chapter, we describe how our log and alarm functions
were tested. These tests are necessary to verify that our implementation is working
correctly. Some of the log functions did not require specialtesting as certain events
have occurred throughout the time of this thesis and thus have proven to function
as designed. Other aspects of our system had to be veri�ed by speci�c tests. All
conducted tests veri�ed that the log and alarm functions work as designed.

We now provide an overview of what functions were tested and how the tests were
performed:

� Logging did not have to be tested for new pre�xes announced bya router and
changes in a route's community values because these events happen from time
to time and have happened during the time of this thesis. On all occasions, the
events were successfully logged.

� To test the alarm for how old a router's last session reset is,a �ctitious router
was inserted into the database with a two year old last session reset. During
the next processing interval a warning message was sent, which is correct in
this case.

� When setting the router_updates_factor parameter's value to zero, a router
is "allowed" to send zero updates per day regardless of the average number of
updates. The �rst update received after changing the parameter successfully
triggered an alarm, informing us that a certain router has exceeded its update
count limit.

� Veri�cation of the repeating updates alarm also involved changing some param-
eters. prefix_altrep_repnums was set to the allowed minimum of two and
prefix_altrep_checkint was changed to a value allowing the check interval
to reach back to a certain router's last session reset. This particular router
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was then forced to a session reset by manually terminating the BGP session
on our software router. We expected to receive a warning message for every
re-announced pre�x. Our expectations were ful�lled and the test therefore
passed.

� Triggering the alternating updates alarm was done by setting the parameter
prefix_altrep_altnums to its minimum value of two. This value forces our
system to trip the alarm when a route is withdrawn and re-announced (e.g.,
an administrator of a pre�x changes a BGP attribute). This ha ppened in the
next 24 hours and we successfully received a warning message.

� The alarm for a pre�x not being seen on the Internet was veri�ed by inserting a
new pre�x that could not be aggregate into any announced pre�x to that time.
We then manually started the appropriate processing program. As we had
hereby skipped the downloading phase for new information from the external
sources, our system could not �nd our new pre�x in the data previously obtained
from RIPE. Hence the alarm was tripped and we received a warning message.

� To test logging of a new router, a �ctitious unprocessed route originating from
a �ctitious router was inserted into the database. During th e next processing
interval, a log entry was successfully created, which showsthat the test was
passed.

� During the time of this thesis, our campus network had problems with its
uplink on one day and frequently switched back and forth to a backup provider.
Therefore our software router could not maintain stable BGP sessions and
was forced to a session reset multiple times. All session resets were correctly
recorded in our log and a warning message was sent as the de�ned limit of two
session resets had been exceeded during that day.
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Chapter 6

Conclusion

The objective of this thesis was to analyze BGP data announced by a certain au-
tonomous system (AS) towards the Internet and to design and implement a BGP
monitoring and alarm system for ASes based on the gained results.

As a �rst step, we discussed from where BGP data can be obtained and concluded
that we need to collect data from points that are internal to t he monitored AS as well
as external data collection points. The internal points areneeded to know what BGP
data is announced from the monitored AS to the Internet. External data is important
because it o�ers a di�erent view of an AS (i.e., from the Inter net). We also described
how to retrieve the data from each collection point for further processing. BGP data
analysis was needed to understand what kind of information can be abstracted from
BGP data and how critical or abnormal events or situations can be detected. Having
multiple data collection points gave us the opportunity to not only do analysis on
each point independently, but to compare the data received from all collection points.
We further discussed data statistics and concluded with what we had observed.

Afterwards, we gave an overview of our monitoring and alarm design. It is to be
used by an administrator of an AS to ensure "normal" BGP operation by the ASes
network. Its main purpose is to monitor the ASes' BGP data without having to
look into the routers manually and to detect these previously mentioned critical and
abnormal events and situations. Therefore we reviewed eachof the BGP route at-
tributes found in the collected data and discussed which attributes provide a reliable
source for alarming and logging. We then described how in ourimplementation data
is retrieved, converted, imported to a database and processed by the various compo-
nents. Furthermore, we described how information is abstracted from the collected
data and selectively logged, and how an alarm is tripped and the administrator in-
formed via e-mail, if the gained information indicates a de�ned critical or abnormal
situation. We also gave an overview of how the data is organized in our database.
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We then concluded the part by giving an overview of what information is logged,
what alarms have been implemented and when they are tripped.

Finally, we discussed the con�gurable parameters of our system, what in
uence every
parameter has on the alarm and logging functions, and what reasonable values for
each parameter are. We also gave an overview of what values were chosen for "our"
AS, before we described how our design was veri�ed through testing.

6.1 Future Work

It is important to point out that further development of the d esigned system is
possible and needed. Therefore this section gives an overview of which aspects of
the designed system can be improved and how the system's functionality can be
extended.

Our implementation noti�es the administrator when a de�ned alarm is tripped and
gives a daily summary. What it does not allow, is an on-demandview of the system's
current status. In the design phase of this thesis, we chose adatabase system because
many programming and scripting languages o�er an interfaceto it. For example,
PHP[5], a programming language designed to produce dynamic webpages, is one
of these languages having a well-documented SQL interface.As all state of our
system is kept in the database, one could design a web site retrieving currently held
information, performing checks on the data and presenting the results to the user.
This would require a web server with a connection to the database, but on the client
side only a browser is then needed.

The second aspect we discuss is data collection. Adding morerouters as internal
sources is achieved easily, but is also needed. As discussedin [19], data has to be
collected from all border routers or else not all BGP changesmay be detected. Also,
adding more external data collection points is advisable. The more information
known about the AS from an outside point of view, the more precise conclusions
can be drawn. Therefore not only a di�erent or more RIPE RIS collectors should
be added, but other sites or projects o�ering collected data(e.g., Route Views [11])
should also be considered.

An aspect of our design that requires further improvement issession reset detection.
In this thesis we use a fairly simple test to decide if a session reset happened or not:
If a router announces more routes than a con�gurable percentage of all previously
known routes of this router, we assume this to be caused by a session reset. Although
all session resets we knew of were logged by our system, accurately detecting a session
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reset is more complicated. Updates belonging to a session reset can be delayed and
other updates, received in the same interval as the session reset, must not necessarily
belong to the session reset itself. To reliably detect if a router is generating too
many updates or not, it is vital to correctly classify each update as only updates not
belonging to a session reset must be considered to detect abnormal behavior. Further
information on how to accurately detect session resets is given in [21].

The most important point is that the system's functionality need not necessarily
end with monitoring and alarming. The system could be expanded to run further
analysis and tests after a critical or abnormal situation has been detected. Assume,
for example, one or more pre�xes announced by the monitored AS are not found in
the external data. We then could additionally check if this is caused by instabilities
in routing. A lot of work has been done on this topic, especially on how to detect
them and how to locate their root cause ([13], [15], [20], [17] and [22]). If routing
instabilities are determined to be the cause, we can providethe administrator with
further information gained by the additional check. This in formation can contain the
AS su�ering from the detected routing instabilities - given their origin was located.
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